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Technical debt refers to suboptimal solutions adopted for short-term goals. Self-admitted technical

debt (SATD) is the debt that is explicitly marked through comments or documentation, making it

traceable.Multi-classi¯cationof SATDhelpsdevelopers understanddi®erentdebt types and improve
e±ciency. This paper proposes a SATDmulti-classi¯cationmethod based on Fine-Tuning the GPT-

3.5-turbo model for SATD prediction. This study uses a public dataset containing 10 projects with

codecomments.Weclassifydesigndebt, requirementdebt, anddefectdebtandevaluateourmethod's
performance. The experimental results show that compared to the best baseline model, our method

achieves average improvements of 11.41%, 1.72% and 3.72% in MacroF, MacroP and MacroR

metrics, respectively, in theMTOscenario. In theOTOscenario, improvements are 2.33%,3.70%and

2.18%, respectively. These results indicate that our method has a strong generalization ability in
SATDmulti-classi¯cation and o®ers a new approach to managing technical debt.
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1. Introduction

As the scale of software development continues to expand and the complexity of code

increases dramatically, technical debt has become one of the key factors a®ecting the

quality, long-termmaintainability and development e±ciency of software projects [1].

Technical debt stems from imperfect design and implementation decisions made by

developers in pursuit of short-term goals or rapid delivery during project progress.

Although these decisions can increase development speed in the short term, they will

have a profound impact on code quality in the long run, leading to increased mainte-

nance costs and even seriously a®ecting the scalability and stability of the software [2].

In order to help developers reduce software maintenance costs, automatic de-

tection of technical debt has become a very important part of software maintenance.

In the existing research, researchers have developed a variety of methods for

detecting technical debt, some of which focus on identifying technical debt based on

source code [3–5]. They use analysis tools to extract various indicators related to the

source code and use these indicators to determine whether there is a technical debt in

the code [3–5]. However, source code-based detection methods usually result in a high

false positive rate [1]. To address this problem, some studies have attempted to

identify technical debt through code comments, a method called self-admitted

technical debt (SATD) [6–8]. Speci¯cally, these studies extract features from code

comments and encode them, and then use these features to train a classi¯er to predict

whether each new code comment belongs to SATD [6, 8]. Compared with directly

analyzing source code, code comments can better re°ect the developer's true inten-

tion because technical debt is actively identi¯ed by the developer in the comments

[1]. This makes this method more reliable in terms of detection accuracy and easier to

implement. In addition, the code annotation-based method can be more conveniently

combined with text mining technology to further improve the detection e±ciency.

Currently, using code comments to identify technical debt is the research focus of

technical debt detection, but it mainly focuses on solving the binary classi¯cation

problem (classifying code comments as \SATD" or \non-SATD"). In fact, di®erent

types of SATD may have di®erent e®ects [1]. For example, Maldonado and Shihab

[8] pointed out that identifying di®erent technical debts can help developers better

understand technical debts and improve work e±ciency.

With the increasing popularity of large language models such as ChatGPT, it has

been extended to various ¯elds of arti¯cial intelligence and software engineering,

showing good performance [9–11]. However, the accuracy of Fine-Tuning GPT in

SATD multi-class detection remains unveri¯ed. As the ¯rst study on Fine-Tuning

GPT for SATD multi-class detection, we discussed the performance of Fine-Tuning

GPT in the SATD multi-classi¯cation task and compared it with traditional baseline

methods.

We used an open source project dataset containing 62,566 code comments pro-

vided by Maldonado et al. [1], focusing on identifying three types of technical debt

(i.e. defect debt, design debt and requirement debt) from raw code comments. In
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order to better simulate actual application scenarios, we introduced two scenarios,

many-to-one (MTO) prediction and one-to-one (OTO) prediction and used the ¯ne-

tuned model to perform multi-classi¯cation detection on code comments. Experi-

mental results show that Fine-Tuning GPT achieves an average MarcoF of 0.625, an

average MarcoP of 0.650 and an average MarcoR of 0.613 in the MTO scenario,

which are 11.40%, 1.72% and 3.72% higher than the best baseline model, respec-

tively. In the OTO scenario, it achieves an average MarcoF of 0.439, an average

MarcoP of 0.466 and an average MarcoR of 0.396, which are 5.02%, 3.25% and 2.68%

higher than the best baseline model, respectively.

In this paper, we make the following contributions:

. To the best of our knowledge, this is the ¯rst work to leverage Fine-Tuning GPT to

make three types of predictions on SATD to help developers better understand

technical debt.

. We used public datasets to conduct a large number of experiments in MTO and

OTO scenarios, comparing the performance of Fine-Tuning GPT and ¯ve

benchmark models. The experimental results show that the performance of Fine-

Tuning GPT is better than that of the benchmark models.

2. Related Work

2.1. Research on SATD

In recent years, SATD has attracted widespread attention from researchers. Potdar

and Shihab [13] revealed the characteristics of implicit technical debt in developer

comments by reading the content of comments, and systematically analyzing the

distribution, type and life cycle of SATD, laying the groundwork for the study of

SATD. Maldonado et al. [1] proposed a complete set of SATD research methods from

manual annotation to automatic detection to life cycle management, providing basic

tools and data sets for subsequent research. Yan et al. [14] focused on change-level

SATD detection using software change features. They identi¯ed SATD in source

code comments, marked the changes that ¯rst introduced these comments as changes

that introduced technical debt, and extracted 25 code, comment and commit fea-

tures to build a machine learning model. The model can e±ciently identify technical

debt at the change level. Huang et al. [6] proposed a text mining-based method to

automatically detect SATD in open source projects. They extracted useful text

features for classi¯cation through feature selection technology, and combined clas-

si¯ers from multiple source projects to create a composite classi¯er. This composite

classi¯er can e±ciently identify SATD annotations in the target project, thereby

improving the accuracy and generalization of detection. Ren et al. [7] proposed a

CNN-based method to identify SATD and achieved good results. Chen et al. [15]

proposed a multi-classi¯cation SATD detection method based on XGBoost. They

identi¯ed SATD in code comments and further classi¯ed them into three types:

Defect debt, design debt and implementation debt. To solve the problem of class

imbalance, they adopted a data enhancement strategy and used CHI feature
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selection technology to extract key features, and ¯nally built a classi¯er based on

XGBoost. Although good results have been achieved in identifying SATD, it is far

from enough to identify SATD alone. In order to further improve the e±ciency of

developers, identifying di®erent types of SATD is an important task [7]. Therefore,

identifying di®erent types of SATD is an important supplement to existing research.

2.2. LLMs for text classi¯cation

Large Language Model (LLM) has demonstrated remarkable capabilities in a va-

riety of natural language understanding tasks, especially in text classi¯cation tasks.

Sheikhaei et al. [16] conducted an empirical study using the Flan-T5 series to val-

idate its e®ectiveness in the identi¯cation and classi¯cation of SATD. Brown et al.

[9] used unsupervised pre-trained GPT-3 to complete various natural language

processing tasks, such as translation, question answering and text classi¯cation,

with only a small number of task examples in the context, demonstrating the

powerful generalization of GPT-3 ability. Zhong et al. [11] studied the performance

di®erence between ChatGPT and ¯ne-tuned BERT on natural language under-

standing tasks. Research has found that the ¯ne-tuned version of BERT performs

well on task-speci¯c data sets, while ChatGPT can complete a variety of tasks

through contextual learning, demonstrating stronger generalization capabilities

and few-shot learning capabilities. Although the accuracy of ChatGPT is slightly

lower than BERT, its ability to generate explanations and adapt to multi-tasking is

outstanding. Li et al. [10] studied the performance of ChatGPT and small deep

learning models in detecting SATD and proposed a collaborative framework that

combines the two. By combining the context analysis capabilities of ChatGPT and

the task specialization capabilities of small models, the collaborative framework

signi¯cantly improves the performance of SATD detection while reducing compu-

tational costs. In this study, we made full use of ChatGPT's powerful natural

language understanding and generation capabilities, and further ¯ne-tuned it so

that it can better adapt to SATD multi-classi¯cation tasks and generate accurate

and contextual answers. We are the ¯rst to propose using Fine-Tuning GPT for

SATD multi-class detection tasks.

3. Multiclass Classi¯cation for Self-Admitted Technical

Debt based on Fine-Tuning GPT

In this study, we chose to use the \gpt-3.5-turbo-1106" version provided by OpenAI.

Recent studies and reports [17] indicate that GPT-4 su®ers from certain incon-

sistencies and inaccuracies, which may stem from a complete redesign of its archi-

tecture. In addition, using GPT-4 will signi¯cantly increase the experimental cost. In

contrast, the GPT-3.5 series has advantages in reliability and cost and is therefore

widely used.

To explore the performance of Fine-tuning GPT, tests were conducted in two

scenarios: MTO and OTO [12]. In the MTO scenario, since the training set covers
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nine projects and there is only a slight class imbalance problem, we do not perform

data balancing. This is because in this case, the performance of Fine-Tuning GPT

will not be signi¯cantly a®ected by data distribution issues [9]. In the OTO scenario,

some projects have serious class imbalance problems. For example, the number of

samples for defect debt, design debt and requirement debt in the JFreeChart project

are 9, 184 and 15, respectively. To address this issue, we performed random repeated

oversampling of all projects to improve the data distribution. gpt-3.5-turbo-1106 was

then ¯ne-tuned using the preprocessed dataset. During the Fine-Tuning process, the

model is trained on the divided dataset and its internal parameters are adjusted to

improve its adaptability to the task. To ensure the certainty and consistency of

generated results, we set the \temperature" parameter to 0, and other parameters

are maintained at their default values [10]. In addition to creating a ¯nal ¯ne-tuned

model at the end of each Fine-Tuning job, OpenAI also creates a complete model

checkpoint at the end of each training epoch. These checkpoints themselves are

complete models and may represent a version of the ¯ne-tuned model before it

over¯ts. Finally, we choose the ¯ne-tuned model for evaluation, using the evaluation

metrics including MacroF, MacroP and MacroR. Experimental results show that the

¯ne-tuned gpt-3.5-turbo-1106 shows good classi¯cation performance in di®erent

scenarios, providing reliable support for SATD classi¯cation tasks, see Fig. 1.

4. Experimental Setup

In order to verify the e®ectiveness of the proposed method, we designed the following

two research questions:

. RQ1: Does Fine-Tuning GPT outperform the baseline model for the SATD multi-

classi¯cation task in the MTO scenario?

Fig. 1. The process of Fine-Tuning GPT.
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. RQ2: Does Fine-Tuning GPT outperform the baseline model for the SATD multi-

classi¯cation task in the OTO scenario?

4.1. Dataset

The experiment used a public dataset provided by Maldonado et al., [1] which

contains 62,566 code comments from 10 open-source Java projects. The projects

include Apache Ant, ArgoUML, Columba, EMF, Hibernate, JEdit, JFreeChart,

JMeter, JRuby and SQuirrel. These projects cover multiple ¯elds, and the proportion

of SATD comments in each project is di®erent. The speci¯c information is shown in

Table 1. The dataset annotates ¯ve types of technical debt: Design debt, defect debt,

requirement debt, test debt and documentation debt. 6.54% of the comments are

annotated as SATD, among which the proportions of test debt and documentation

debt are relatively low, at 2.13% and 1.4%, respectively.

As can be seen from Table 1, there are di®erences in the distribution of debt types

between di®erent projects. For example, the Hibernate project has no test debt, and

the Ant, EMF, JEdit and JFreeChart projects lack document debt. Therefore,

consistent with the study of Chen et al., [15] this study only focuses on three types of

technical debt: Defect debt, design debt and requirement debt. In order to exclude

the in°uence of minority classes and non-SATD annotations, we removed all non-

SATD annotations, test debt annotations and document debt annotations, and

only retained the relevant annotations of defect debt, design debt and requirement

debt.

4.2. Prediction scenarios

Based on the existing work, [1, 6, 7] we designed the following two prediction sce-

narios for experiments based on the above dataset:

. Many-to-one (MTO) prediction. In this scenario, for each method, we select one

project as the test set, and the other nine projects are combined as the training set.

Ten models are trained and tested 10 times, respectively.

. One-to-one (OTO) prediction. In this scenario, for each method, we select one

project as the test set, and the other nine projects are used as training sets in turn.

Ten models are trained and tested 90 times, respectively.

4.3. Baseline model

Five state-of-the-art methods were selected to construct the benchmark model.

Baseline 1 (BERT-based method): Md. Faizul Ibne Amin et al. [18] proposed a

BERT-based method to automatically identify and classify source code errors and

validated its e®ectiveness through experiments. The results show that this method

840 Y. Du et al.
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outperforms traditional approaches in terms of accuracy and e±ciency, providing

new insights for software error detection and correction.

Baseline 2 (XGBoost-based method): Chen et al. [15] proposed a multi-classi¯-

cation method based on XGBoost to identify three types of SATD: Design debt,

defect debt and implementation debt. They used XGBoost to build a classi¯er to

classify code comments. Experimental results show that this method signi¯cantly

outperforms NLP-based baseline methods.

Baseline 3 (CNN-based method): Ren et al. [7] utilized CNN to build a classi¯er

for detecting SATD. They use CNN to learn informative features in annotated

text. To understand these learned text features, they adopted a backtracking

approach to highlight salient key phrases. During their evaluation, they also

revealed a number of less obvious and less common annotation patterns for

identifying SATD.

Baseline 4 (NBM-based method): Huang et al. [6] proposed an automated

method for identifying SATD comments. They ¯rst preprocessed the code com-

ments and used information gain for feature selection. Then, they used NBM [19] to

build a sub-classi¯er for each project and integrated these sub-classi¯ers into a

composite classi¯er. Finally, they used a voting mechanism to predict the annota-

tion labels from new target projects. Experimental results show that the NBM-based

method can e®ectively improve the recognition e®ect compared with the baseline

method.

Baseline 5 (NLP-based method): Maldonado et al. [1] developed an e®ective

method to automatically detect the most common types of SATD, namely design

debt and requirement debt. They built a maximum entropy classi¯er to predict the

type of technical debt. Experimental results show that this NLP-based approach can

e®ectively identify these two types of SATD.

4.4. Data preprocessing

4.4.1. Data ¯ltering

When developers write code comments, they usually express themselves freely

according to their personal style and habits, and have their own unique preferences

for terms and phrases, so the presentation of code comments often varies, and the

quality also varies. However, traditional models can usually only process standard-

ized and structured text, so we need to preprocess the original code comments to

remove noisy data.

4.4.2. Deleting modi¯cation records

Due to the continuous updating of software, developers may record revision dates in

code comments. In fact, these comments have nothing to do with the category of

SATD. Instead, they increase the number of features and are of no help in identifying

SATD types. Therefore, we deleted the modi¯cation records presented in the form of

842 Y. Du et al.



\xx-xx-xx: text", where \xx-xx-xx" represents the date and \text" represents the

speci¯c modi¯ed content.

4.4.3. Standardization

In the process of identifying SATD, punctuation marks usually do not carry valuable

semantic information, and the case of the same word will also a®ect the computa-

tional e±ciency. Therefore, we uniformly remove punctuation marks and convert all

texts into lowercase to avoid feature splitting caused by case di®erences.

4.4.4. Class imbalance processing

For XGBoost, NBM and NLP models, we use the SMOTE oversampling method to

deal with the class imbalance problem, thereby ensuring that the minority classes can

be e®ectively represented. For the CNN model, the compute class weight method is

used to calculate the weight of each class. During the model training process, these

weights are used to adjust the model's attention to samples of di®erent categories,

thereby e®ectively alleviating the impact of class imbalance.

4.5. Evaluation metrics

In this study, our goal is to identify di®erent types of technical debt (defect debt,

design debt and requirement debt), which can be viewed as a multi-classi¯cation

problem. MarcoP, MarcoR and MarcoF are widely used indicators to evaluate the

e®ectiveness of multi-classi¯cation techniques [20, 21]. Therefore, we can use Mar-

coP, MarcoR and MarcoF to verify the e®ectiveness of our method. The speci¯c

formula is as follows:

Let C be the number of classes, TPi represents the number of Gi code comments

belonging to the class that are correctly predicted as the class Gi, and FPi represents

the number of Gi code comments that do not belong to the class that are incorrectly

predicted as the class Gi. TNi represents the number Gi of code comments that do

not belong to the class and are correctly predicted as not belonging to the class Gi

and represents the number of FNi code comments Gi that belong to the class and are

incorrectly predicted as not belonging to the class Gi.

MacroP is used to evaluate the accuracy between the predicted results and the

actual results of all categories. It calculates the precision of all categories and then

averages these precisions to get an overall evaluation index. The calculation formula

is as follows:

MarcoP ¼ 1

C

XC

i¼1

TPi

TPi þ FPi

: ð1Þ

MacroR is used to evaluate the consistency between the model's prediction results

and actual results for all categories. It measures the model's overall coverage of all
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categories of actual samples by calculating the recall rate of each category and then

averaging the recall rates of all categories. The calculation formula is as follows:

MarcoR ¼ 1

C

XC

i¼1

TPi

TPi þ FNi

: ð2Þ

MacroF is an indicator used to weigh MacroP and MacroR, and is used to eval-

uate the comprehensive performance of the model in multi-classi¯cation tasks. Its

calculation formula is as follows:

MarcoF ¼ MarcoPþMarcoR

2 �MarcoP �MarcoR
: ð3Þ

4.6. Parameter settings

In order to compare the performance with Fine-Tuning GPT, the key parameters of

each baseline model are set.

In theXGBoostmodel, we use grid search [22] to obtain the optimal hyperparameters

of the model. CountVectorizer is used to extract text features and the bag-of-words

model is used to represent the text. The training process is optimized by setting the

maximum tree depth (max depth ¼ 6), learning rate (learning rate ¼ 0:06), sub-

sampling ratio (subsample ¼ 0:8) and early stopping mechanism (ear-

ly stopping rounds ¼ 30) to e®ectively prevent over¯tting. In the CNNmodel, we also

use grid search [22] to determine the appropriate hyperparameter values for the model.

The maximum vocabulary size is set to 10,000 and the sequence length is ¯xed to 100.

Each word is mapped to a 300-dimensional embedding space through an embedding

layer to capture semantic information. The model architecture includes a convolutional

layer (with 128 ¯lters, a convolution kernel size of 3, a ReLU activation function and L2

regularization), a globalmaximumpooling layer, anda fully connected layer.Theoutput

layer uses a Softmax activation function for multi-classi¯cation tasks. The optimizer is

Adam, the learning rate is set to 0.0001, the batch size is 16 and the number of training

rounds is 5. In theNLPmodel, L2 regularization is used to control themodel complexity,

the maximum number of iterations is set to 1000 and the optimization algorithm is

selected as L-BFGS. The TF-IDF method is used in the feature extraction stage to

capture the important information aboutwords in the text. At the same time, all feature

words are extracted by default, and the n-gram feature expansion is supported. In the

NBM model, CountVectorizer is used for feature extraction, and the Mutual Informa-

tion method is combined for feature selection. The 50 features with the highest infor-

mation gain are retained to improve the e±ciency of the model. Each sub-classi¯er is

trained using only the data of a single project, and then the naive Bayes classi¯er is used

to build the sub-classi¯er. In the test phase, all sub-classi¯ers predict the data of the

target project, and the ¯nal classi¯cation result is determined by majority voting. In

the Fine-tuning BERTmodel, we have set the batch size to 8, the learning rate to 2e�5,

thenumberof training epochs to3 and themaximumsequence length to128. In theOTO
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scenario, for the NBM model, due to limited training data, we only retain the top 20

features with the highest information gain and build the Naive Bayes classi¯er using the

default parameters. The parameters for other baseline models remain the same as

mentioned above.

5. Experimental Results and Analysis

5.1. Analysis for RQ1

To analyze RQ1, we employed the Scott–Knott test to classify all methods into

di®erent ranks. Speci¯cally, the test divides methods into ranks through hierarchical

clustering analysis, initially grouping methods based on the rankings of MarcoF,

MarcoP, or MarcoR. If two ranks are statistically signi¯cantly di®erent, the methods

within each rank are recursively divided further. The grouping process terminates

when no statistically signi¯cant di®erences can be found between groups. The

results, as shown in Figs. 2–4, use di®erent colors to represent the groups identi¯ed

by the Scott–Knott test.

From Figs. 2–4, it is evident that Fine-Tuning GPT consistently outperforms all

baseline models, maintaining a signi¯cant performance advantage. On average, Fine-

Tuning GPT ranks ¯rst across all models, demonstrating its superior performance.

For example, in the case of MarcoF, Fine-Tuning GPT exhibits a notable

improvement, belonging to the black group and surpassing all baseline models.

Fig. 2. The result of Scott–Knott test in MacroF in the MTO scenario.

Multiclass Classi¯cation for Self-Admitted Technical Debt 845



Fine-Tuning BERT, NLP and XGBoost are categorized into the red group, securing

the second position in terms of performance. In contrast, NBM and CNN show

relatively lower performance, being assigned to the green and blue groups, respec-

tively, further emphasizing the performance gap. The results for MarcoR reinforce

this trend, with Fine-Tuning GPT again leading in the highest group and

Fig. 3. The result of Scott–Knott test in MacroP in the MTO scenario.

Fig. 4. The result of Scott–Knott test in MacroR in the MTO scenario.
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signi¯cantly outperforming all other models. NLP's performance is distributed in the

red group, while NBM and Fine-Tuning BERT are placed in the green group,

showing a slight performance decline. Meanwhile, XGBoost and CNN perform

poorly, falling into the blue group. In MarcoP, Fine-Tuning GPT slightly outper-

forms XGBoost, with both models belonging to the black group. Fine-Tuning BERT

is assigned to the red group, NLP is categorized in the green group and NBM and

CNN, demonstrating the weakest performance, are also placed in the green group.

After completing the signi¯cance grouping analysis, we conducted a detailed

performance comparison for each project. Using the MarcoF, MarcoP and MarcoR

metrics, we calculated the performance of Fine-Tuning GPT and the baseline models

for each project, and counted the number of wins, draws and losses to obtain the W/

D/L analysis results. The \Average" row displays the average values across all

projects. We found that Fine-Tuning GPT signi¯cantly outperforms all baseline

models in the three metrics: Average MarcoF, average MarcoP and average MarcoR.

The results of these selected methods are presented in Tables 2–4.

Table 2. Fine-Tuning GPT versus ¯ve baseline methods in MTO scenario using
MarcoF.

Project

Fine-Tuning

GPT

Fine-Tuning

BERT XGBoost CNN NLP NBM

Ant 0.703 0.628 0.577 0.537 0.614 0.463

JMeter 0.586 0.482 0.469 0.421 0.457 0.405
ArgoUML 0.554 0.534 0.521 0.419 0.521 0.465

Columba 0.593 0.529 0.458 0.603 0.575 0.519

EMF 0.621 0.577 0.630 0.517 0.647 0.573

Hibernate 0.658 0.589 0.538 0.443 0.559 0.488
JEdit 0.715 0.565 0.537 0.470 0.568 0.524

JFreeChart 0.498 0.481 0.590 0.394 0.484 0.457

JRuby 0.605 0.510 0.574 0.478 0.547 0.480

SQuirrel 0.715 0.720 0.638 0.500 0.630 0.611
Average 0.625 0.561 0.553 0.478 0.560 0.499

W/D/L ��� 9/0/1 8/0/2 9/0/1 9/0/1 10/0/0

Table 3. Fine-Tuning GPT versus ¯ve baseline methods in MTO scenario using MarcoP.

Project Fine-Tuning GPT Fine-Tuning BERT XGBoost CNN NLP NBM

Ant 0.768 0.640 0.811 0.499 0.586 0.451

JMeter 0.554 0.456 0.465 0.391 0.408 0.379
ArgoUML 0.611 0.614 0.625 0.402 0.545 0.477

Columba 0.558 0.509 0.430 0.712 0.530 0.478

EMF 0.629 0.608 0.821 0.492 0.632 0.501

Hibernate 0.694 0.614 0.605 0.408 0.534 0.453
JEdit 0.858 0.830 0.696 0.454 0.548 0.508

JFreeChart 0.479 0.448 0.577 0.356 0.437 0.425

JRuby 0.643 0.613 0.678 0.467 0.550 0.463
SQuirrel 0.705 0.733 0.682 0.462 0.581 0.542

Average 0.650 0.607 0.639 0.464 0.535 0.468

W/D/L ��� 8/0/2 5/0/5 9/0/1 9/0/1 10/0/0
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Under the MarcoF metric, Fine-Tuning GPT's average value is 0.625, which is

higher than Fine-Tuning BERT's 561, XGBoost's 0.553, CNN's 0.478, NLP's 0.560

and NBM's 0.499. Compared to these baseline models, Fine-Tuning GPT's perfor-

mance improved by 11.40%, 13.02%, 30.75%, 11.61% and 25.25%, respectively.

In the MarcoP metric, Fine-Tuning GPT's average value is 0.650, which exceeds

Fine-Tuning BERT's 607, XGBoost's 0.639, CNN's 0.464, NLP's 0.535 and NBM's

0.468. Fine-Tuning GPT's performance improved by 7.08%, 1.72%, 40.09%, 21.50%

and 38.89%, respectively, compared to these baseline models. For the MarcoR

metric, Fine-Tuning GPT's average value is 0.613, which is higher than Fine-Tuning

BERT's 0.536, XGBoost's 0.499, CNN's 0.498, NLP's 0.591 and NBM's 0.537. Fine-

Tuning GPT's performance improved by 14.37%, 22.85%, 23.09%, 3.72% and

14.15%, respectively, compared to these baseline models.

In the W/D/L analysis, for the MarcoF metric, Fine-Tuning GPT's W/D/L

results against Fine-Tuning BERT, XGBoost, CNN, NLP, and NBM are 9/0/1, 8/0/

2, 9/0/1, 9/0/1 and 10/0/0, demonstrating outstanding performance. For the

MarcoP metric, Fine-Tuning GPT's W/D/L results against Fine-Tuning BERT,

XGBoost, CNN, NLP and NBM are 8/0/2, 5/0/5, 9/0/1, 9/0/1 and 10/0/0. The W/

D/L results for Fine-Tuning GPT and XGBoost are tied, but Fine-Tuning GPT has

a higher average MarcoP. For the MarcoR metric, Fine-Tuning GPT's W/D/L

results against Fine-Tuning BERT, XGBoost, CNN, NLP and NBM are 10/0/0, 9/

0/1, 10/0/0, 8/0/2 and 9/0/1, respectively. Overall, Fine-Tuning GPT demon-

strated exceptional performance in the MTO scenario.

5.2. Analysis for RQ2

To analyze RQ2, we used the Scott–Knott test to classify all methods into di®erent

levels. From Figs. 5–7, it can be seen that after performing signi¯cance-based

Table 4. Fine-Tuning GPT versus ¯ve baseline methods in MTO scenario using

MarcoR.

Project

Fine-Tuning

GPT

Fine-Tuning

BERT XGBoost CNN NLP NBM

Ant 0.649 0.616 0.448 0.582 0.646 0.475

JMeter 0.623 0.511 0.473 0.457 0.520 0.436

ArgoUML 0.506 0.473 0.446 0.438 0.499 0.454
Columba 0.632 0.551 0.491 0.522 0.628 0.569

EMF 0.634 0.549 0.510 0.546 0.662 0.670

Hibernate 0.626 0.565 0.484 0.483 0.586 0.529

JEdit 0.613 0.428 0.437 0.489 0.590 0.541
JFreeChart 0.534 0.521 0.604 0.441 0.541 0.495

JRuby 0.589 0.437 0.498 0.489 0.545 0.499

SQuirrel 0.726 0.708 0.600 0.544 0.689 0.701
Average 0.613 0.536 0.499 0.498 0.591 0.537

W/D/L ��� 10/0/0 9/0/1 10/0/0 8/0/2 9/0/1
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grouping on these models' performance through the Scott–Knott test, the results are

obtained in the OTO scenario.

Fine-Tuning GPT consistently demonstrates a signi¯cant advantage over all

baseline models, with its average performance ranking ¯rst across all models,

re°ecting its outstanding performance. Taking MarcoF as an example, Fine-Tuning

Fig. 6. The result of Scott–Knott test on MacroP in the OTO scenario.

Fig. 5. The result of Scott–Knott test on MacroF in the OTO scenario.
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GPT shows a signi¯cant performance, being assigned to the black group, out-

performing all baseline models and showcasing its superiority. NLP ranks second;

XGBoost has relatively lower performance and is assigned to the red group, while

NBM and CNN perform poorly and are assigned to the red and green groups, further

emphasizing the performance gap.

In MarcoP, Fine-Tuning GPT is again assigned to the top group. XGBoost and

NLP slightly lag behind Fine-Tuning GPT, and both are placed in the black group.

The performance of NBM is assigned to the red group, and CNN has the worst

performance, being placed in the green group. In MarcoR, Fine-Tuning GPT per-

forms better than NLP and NBM, and both are assigned to the black group.

XGBoost is placed in the red group, and CNN is in the green group, showing the

poorest performance.

After performing a signi¯cant group analysis, a detailed performance comparison

between Fine-Tuning GPT and four baseline models was conducted. The results are

presented in Table 5 (with detailed results in the githuba). Using the MarcoF,

MarcoP and MarcoR metrics, we analyzed the test results for each target item. The

\Average" row shows the mean values across all items, while the \Median" row

indicates the median values across all items. It was found that Fine-Tuning GPT

outperforms all baseline models in terms of average MarcoP, average MarcoR and

average MarcoF. For the MarcoF metric, Fine-Tuning GPT achieved an average

value of 0.439, surpassing XGBoost's 0.418, CNN's 0.342, NLP's 0.429 and NBM's

0.390. Compared to these baseline models, Fine-Tuning GPT's performance

ahttps://github.com/ACV-sotc/Multiclass-Classi¯cation-for-SATD.git.

Fig. 7. The result of Scott–Knott test on MacroR in the OTO scenario.
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improved by 5.02%, 28.36%, 2.33% and 12.56%, respectively. For the MarcoP

metric, Fine-Tuning GPT's average value was 0.476, exceeding XGBoost's

0.459, CNN's 0.333, NLP's 0.453 and NBM's 0.378. Compared to these baseline

models, Fine-Tuning GPT's performance improved by 3.70%, 42.9%, 5.08% and

25.93%, respectively. For the MarcoR metric, Fine-Tuning GPT's average value was

0.422, higher than XGBoost's 0.394, CNN's 0.376, NLP's 0.413 and NBM's 0.409.

Compared to these baseline models, Fine-Tuning GPT's performance improved by

7.11%, 12.23%, 2.18% and 3.18%, respectively.

In terms of the median values, Fine-Tuning GPT demonstrated its strong ro-

bustness and superiority. For MarcoF, Fine-Tuning GPT's median was 0.439,

higher than XGBoost's 0.418, CNN's 0.342, NLP's 0.429 and NBM's 0.390. For

MarcoP, Fine-Tuning GPT's median was 0.466, exceeding XGBoost's 0.459,

CNN's 0.338, NLP's 0.442 and NBM's 0.385. For MarcoR, Fine-Tuning GPT's

median was 0.396, slightly lower than NLP's 0.408 and NBM's 0.409, but signi¯-

cantly higher than XGBoost's 0.375 and CNN's 0.357. These results indicate that

Fine-Tuning GPT exhibits strong multi-classi¯cation performance in the OTO

scenario.

Through the analysis of RQ1 and RQ2, it is evident that Fine-Tuning GPT not

only surpasses other models in terms of precision and robustness but also

establishes its strong generalization ability across di®erent projects and scenar-

ios. This is demonstrated by its consistent performance improvements over the

baseline models in both the MTO and OTO scenarios, across various performance

metrics such as MacroF, MacroP and MacroR. The results indicate that Fine-

Tuning GPT is capable of e®ectively capturing and leveraging the nuanced in-

formation present in code comments to accurately classify di®erent types of

SATD.

While we acknowledge that Fine-Tuning GPT may not be perfect and may still

have limitations in certain scenarios, its overall performance and generalization

ability make it a promising approach for SATD multi-classi¯cation. We believe that

further research and re¯nement can further enhance its capabilities and make it an

even more valuable tool for managing technical debt in software development.

Table 5. Performance comparison of Fine-Tuning GPT and four baseline

methods in the OTO scenario based on MacroF, MacroP and MacroR.

Indicators

Fine-Tuning

GPT XGBoost CNN NLP NBM

MarcoF Average 0.439 0.418 0.342 0.429 0.390

Median 0.439 0.426 0.353 0.434 0.401

MarcoP Average 0.476 0.459 0.333 0.453 0.378
Median 0.466 0.459 0.338 0.442 0.385

MarcoR Average 0.422 0.394 0.376 0.413 0.409

Median 0.396 0.375 0.357 0.408 0.409
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6. Discussion

6.1. Discussion on predicting di®erent types of technical debt

The results from Sec. 5 indicate that the Fine-tuning GPT model outperforms the

baseline model in most projects, although performance degradation is still observed

in some projects. For further analysis, Table 6 presents the F1-score comparison

results of all models across 10 projects for di®erent types of technical debt. Here,

\Require" represents \Requirement" and the 10 projects are identi¯ed by the ¯rst

three letters of their names, with AVE denoting the average. From the data in the

table, it can be seen that the average F1-score of Fine-tuning GPT for various types

of technical debt prediction remains signi¯cantly higher than that of the baseline

model. Additionally, the F1-scores of all models for detecting design debt are no-

tably higher than those for defect debt and requirement debt. This phenomenon

may be related to the inherent characteristics of technical debt: Design debt typi-

cally exhibits more distinct structural features and patterns, while defect debt and

requirement debt rely more heavily on contextual semantic understanding.

To delve deeper into the reasons for misclassi¯cation, we conducted a qualitative

analysis of speci¯c misclassi¯ed samples. Table 7 displays the statistical results of all

misclassi¯cation cases, with the highest number of misclassi¯cations occurring be-

tween design debt and requirement debt. Through an in-depth interpretation of code

comments, we found that the model struggles to accurately distinguish between

functional design requirements and future functionalities to be implemented.

Table 6. Results of all methods on 10 projects in terms of F1-measure for each type of technical debt.

Classi¯cation Ant JMe Arg Col EMF Hib JEd JFr JRu SQu AVE

Fine-tuning

GPT

Defect 0.500 0.423 0.383 0.500 0.438 0.608 0.542 0.400 0.432 0.593 0.482

Design 0.914 0.919 0.770 0.609 0.808 0.889 0.908 0.786 0.852 0.892 0.835

Require 0.667 0.408 0.438 0.503 0.190 0.451 0.500 0.169 0.446 0.653 0.443

Fine-tuning

BERT

Defect 0.480 0.333 0.396 0.414 0.364 0.418 0.561 0.400 0.277 0.744 0.439

Design 0.899 0.859 0.805 0.772 0.889 0.849 0.916 0.671 0.780 0.827 0.827

Require 0.286 0.190 0.385 0.537 0.500 0.323 0.250 0.262 0.469 0.563 0.377

XGBoost Defect 0.267 0.263 0.193 0.190 0.444 0.246 0.273 0.400 0.312 0.550 0.314

Design 0.894 0.875 0.798 0.670 0.867 0.846 0.840 0.829 0.808 0.810 0.824

Require 0.286 0.207 0.388 0.620 0.444 0.396 0.250 0.455 0.489 0.507 0.404

CNN Defect 0.230 0.207 0.210 0.200 0.200 0.193 0.293 0.129 0.328 0.318 0.231

Design 0.464 0.245 0.392 0.510 0.154 0.499 0.426 0.106 0.327 0.724 0.385

Require 0.500 0.116 0.428 0.400 0.457 0.337 0.133 0.267 0.419 0.457 0.351

NLP Defect 0.563 0.262 0.311 0.303 0.429 0.375 0.381 0.261 0.331 0.492 0.371

Design 0.886 0.778 0.793 0.722 0.825 0.805 0.872 0.713 0.733 0.785 0.791

Require 0.500 0.207 0.430 0.564 0.300 0.485 0.444 0.320 0.480 0.506 0.424

NBM Defect 0.219 0.192 0.280 0.286 0.300 0.307 0.333 0.170 0.325 0.447 0.286

Design 0.541 0.478 0.493 0.471 0.524 0.437 0.648 0.396 0.482 0.608 0.508

Require 0.364 0.134 0.421 0.471 0.500 0.345 0.417 0.276 0.439 0.532 0.390
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Speci¯cally, design debt primarily focuses on code structure and architectural issues,

whereas requirement debt emphasizes functional requirements. However, in code

comments, the boundaries between the two are often blurred, particularly in

\TODO" statements, which may simultaneously involve design improvements and

new functionalities, leading to di±culties in accurate classi¯cation by the model.

Furthermore, signi¯cant misclassi¯cation is also observed between defect debt and

requirement debt. Some code bugs are incorrectly categorized as requirement issues,

while certain descriptions of unimplemented requirements are misclassi¯ed as defects.

This confusion may stem from the similarity in semantic expressions between the two.

As for misclassi¯cations between defect debt and design debt, the model erroneously

identi¯es some design decisions related to code implementation as defects, while mis-

classifying potential code bugs as design issues. These misclassi¯cation phenomena

highlight the complexity of technical debt detection tasks and the limitations of the

model in handling semantic ambiguity and contextual dependencies.

Through a systematic analysis of misclassi¯ed samples, it was observed that de-

sign-related comments frequently contain terms associated with structure, patterns,

Table 7. Analysis of misclassi¯ed samples

Sample True label Predicted label Cause

/** TODO: Spring-inject when

this class is a Spring bean */

Design Requirement This describes dependency injection as a

design approach, not a functional re-

quirement, but the model may mis-
classify it as a requirement

// BAD ��� Converting a URL

to a ¯le this way is problem-

atic when the ¯le path con-
tains spaces

Design Defect This comment describes a design issue, not

a bug, but the model may misclassify it

as a defect

// TODO: Setup title correctly Defect Requirement This TODO highlights a bug, but its

simple wording may lead the model to

mistake it for a requirement change
// If we are connecting to a

database, then this is ¯ne.

However, when // using

MockObjects, this is prob-
lematic . . .

Defect Design This discusses database connection issues

and the impact of the unimplemented

MockObjects method, which is a de-

fect. However, the model may misin-
terpret it as an architectural design

issue

// TODO: if the user checks
\export entire table" and

doesn't select all, // then the

selected indices are not set,

and this check doesn't
properly // detect missing

data.

Requirement Defect This describes the requirement for a table
export feature, which may need opti-

mized data detection logic, falling

under requirement debt. However, the

model might misinterpret it as a bug in
the code implementation rather than a

functional adjustment

//?? remember which column is

the rowID (if any) so we can
//?? prevent editing on it

Requirement Design This comment describes the management

requirement for column IDs, which
falls under requirement debt. However,

the model might interpret it as detail-

ing design implementation speci¯cs
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or methods (e.g. \implement" and \constructors"). This indicates that the current

feature extraction mechanisms require further optimization to enhance the model's

understanding of design semantics. Notably, many misclassi¯cation cases arise from

the model's overgeneralization of the \TODO" keyword, which is erroneously clas-

si¯ed as requirement-related technical debt, while phrases such as \Check" and \not

serialized yet" are more likely to indicate defect-related technical debt. Therefore,

re¯ning the feature extraction strategy is essential, particularly by increasing the

weight of keywords such as \FIXME," \bug" and \error," in order to improve the

model's ability to identify defect-related descriptions.

The causes of misclassi¯cation can be attributed to two primary factors: First, the

lack of su±cient contextual information hinders the model's ability to accurately

interpret the semantics of comments. Second, certain keywords (e.g. \¯x," \check"

and \need to") possess semantic ambiguity, leading to multiple interpretations

across di®erent types of technical debt. Speci¯cally, Defect, Design and Requirement

are not entirely distinct but rather exhibit a degree of semantic overlap. This overlap

increases the complexity of the classi¯cation task, necessitating stronger semantic

understanding and contextual reasoning capabilities from the model. To address

these challenges, it is recommended to incorporate additional contextual information

(e.g. code snippets or project documentation) to help the model gain a more com-

prehensive understanding of the comments' context. Additionally, the model's

ability to di®erentiate between design, defect and requirement-related language

patterns should be optimized, enabling more accurate identi¯cation of various types

of technical debt. Furthermore, the model should be improved to handle edge cases,

such as distinguishing between bug ¯xes and feature improvements.

6.2. Practical implications and deployment of Fine-Tuning GPT

6.2.1. Performance improvement and resource requirements

Fine-tuning GPT models can be optimized for speci¯c tasks (such as SATD multi-

class classi¯cation), improving performance for task-speci¯c needs. For example,

Fine-Tuning helps the model better understand language related to technical debt,

which general-purpose models may overlook. While Fine-Tuning enhances per-

formance, it also demands signi¯cant computational resources, especially during

training and inference. When deploying, hardware con¯guration, storage

requirements and memory needs must be considered to support large-scale data

processing.

6.2.2. Integration and scalability challenges

Fine-tuned models often need to be integrated with existing systems and work°ows,

which may require custom APIs or optimized server architectures. In large-scale

deployments, inference performance may face bottlenecks, requiring techniques such

as model distillation or accelerated inference to improve e±ciency. To ensure the
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system can scale to handle more data or users, deployment solutions must thoroughly

address scalability concerns.

6.2.3. Ongoing maintenance and bias issues

Fine-tuning GPT models is not static. Over time, they may require periodic updates

or retraining to address new data and evolving requirements. At the same time, Fine-

Tuning may introduce biases that a®ect the fairness of the model, especially when

the training data is unbalanced. Therefore, organizations need to carefully select

training data and implement e®ective monitoring mechanisms to regularly evaluate

and adjust the model's output, ensuring its applicability and fairness across di®erent

contexts.

6.3. Trade-o® between e±ciency and e®ectiveness

To evaluate the computational cost of Fine-Tuning and training di®erent models, we

conducted experiments on multiple projects. The detailed results are presented in

Table 8.

The experimental results show that the average Fine-Tuning time for the GPT

model is 45min, with the most time-consuming task (Hibernate) taking 51min and

the fastest task (ArgoUML) requiring only 39min. In comparison, the average Fine-

Tuning time for the BERT model is 42min, slightly lower than GPT, but the dif-

ference between the two is not signi¯cant. For traditional machine learning methods

(such as XGBoost, CNN, NLP and NBM), the training time for all tasks is less than

1min, indicating that the computational cost of traditional methods is much lower

than that of large language models.

Although the Fine-Tuning time for GPT is longer compared to traditional

methods, the computational overhead remains within an acceptable range given

Table 8. Comparison of Fine-Tuning and training time for di®erent projects
across various models.

Fine-Tuning time (minute) Training time (minute)

Project GPT BERT XGBoost CNN NLP NBM

Ant 41 61 <1 <1 <1 <1
JMeter 45 40 <1 <1 <1 <1

ArgoUML 39 35 <1 <1 <1 <1

Columba 40 42 <1 <1 <1 <1

EMF 48 43 <1 <1 <1 <1
Hibernate 51 38 <1 <1 <1 <1

JEdit 39 40 <1 <1 <1 <1

JFreeChart 46 42 <1 <1 <1 <1

JRuby 49 37 <1 <1 <1 <1
SQuirrel 47 40 <1 <1 <1 <1

Average 45 42 <1 <1 <1 <1
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the signi¯cant performance improvement. Therefore, our approach achieves an

e®ective performance enhancement with only a slight increase in computational

time, striking a favorable balance between computational cost and model perfor-

mance.

The experiments were conducted on amachine equippedwith a 12thGen Intel Core

i5-1240P processor, an Intel Xe Graphics GPU with 7.9GB of VRAM and 16GB of

RAM. Python 3.10 was used for the experiments, and the development environment

consisted of PyCharm 2024.3, running on Windows 11 operating system.

7. Threats to Validity

7.1. External validity

External validity focuses on the generalizability of research ¯ndings. Our ¯ndings are

based on code comments in open source projects, and to reduce external validity

threats, we selected open source projects from di®erent ¯elds that have been widely

used in the existing research [6, 7]. However, our results may not be generalizable to

other types of open source or commercial projects, especially those that use di®erent

programming languages, come from di®erent ¯elds, or have di®erent technology

stacks. In addition, the small number of reviews, lack of reviews, or reviews written in

non-English languages may also limit the generalizability of the results. In our study,

the experiments used datasets from multiple open-source projects, and di®erent

projects may have di®erent code structures, development styles, comment habits and

technology stacks. These di®erences may cause the model to perform well on some

projects but poorly on others. To mitigate these threats, future research should

repeat our experiments on a wider variety of projects.

7.2. Internal validity

Internal validity focuses on the issue of data leakage. Our research method is based

on Fine-Tuning a model pre-trained on a large amount of data. Data leakage means

that since ChatGPT is trained on a wide and diverse corpus, it may have been

exposed to certain speci¯c content or patterns, and thus be able to recognize these

contents when applied to SATD detection [23]. This recognition does not come from

the model's learning and generalization capabilities, but because it has been exposed

to similar data before, the model may rely on previous exposure information when

testing. To mitigate this threat, we ensure that we use datasets that are highly

relevant to the experimental objectives and remove redundant information during

¯ne-tuning, and control the independence and integrity of the data through strict

experimental design. Although data leakage remains a potential risk, we believe that

with proper data processing and experimental design, the results still have strong

internal validity.
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7.3. Construct validity

The experiments used a dataset from 10 open-source projects that was obtained by

Maldonado et al. [1] by manually annotating technical debt types. However, our

approach relies heavily on code comments. It is important to note that developers

may choose not to express technical debt in source code comments, and using

comments to identify SATD may not be fully representative because comments and

code may not be updated consistently. Nevertheless, previous studies have shown

that changes in source code are highly consistent with changes in comments [13, 24].

In addition, there may be many unself-admitted technical debts in the analyzed

projects. However, given that the focus of this paper is to improve the detection

capabilities of the most common types of SATD, considering all types of technical

debt is beyond the scope of this paper.

7.4. Computational validity

When Fine-Tuning LLMs such as GPT-3 and GPT-4, computational e±ciency is

crucial for ensuring the e®ective utilization of resources. The Fine-Tuning process for

such models typically requires high-performance GPU or TPU clusters, leading to

substantial economic costs and energy consumption. Additionally, large-scale

datasets further increase storage and preprocessing overhead. To address these

challenges, researchers have proposed various optimization techniques. Zixuan Zhou

et al. [25] highlighted that model compression methods, including quantization,

pruning, knowledge distillation and sparsi¯cation and can signi¯cantly reduce

computational demands. Furthermore, the use of hardware acceleration (e.g. GPUs

and TPUs) and distributed inference techniques can enhance e±ciency. These

approaches help maintain model performance while reducing resource consumption,

providing essential support for achieving e±cient and sustainable model training.

8. Conclusion

This paper makes full use of the performance of Fine-Tuning GPT to study the

SATD multi-classi¯cation detection problem in software development for the ¯rst

time, setting a precedent in the comparative study with the benchmark model. By

Fine-Tuning the GPT-3.5-turbo model to adapt to the SATD multi-class detection

task, an e±cient multi-class detection framework is constructed. The experiment

designed two scenarios, MTO and OTO, and conducted a systematic comparison

with the benchmark model to evaluate the MarcoF, MarcoP and MarcoR indicators

of the model. Experimental results show that in MTO and OTO scenarios, the ¯ne-

tuned GPT-3.5-turbo model signi¯cantly outperforms the baseline model in multi-

classi¯cation tasks. In the MTO scenario, the average MarcoF of Fine-Tuning GPT

is 0.625, 11.40% higher than the optimal benchmark model BERT, the average

MarcoP of Fine-Tuning GPT is 0.650 which is 1.72% higher than the optimal
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benchmark model XGBoost, the average MarcoR of Fine-Tuning GPT is 0.613,

which is 3.72% higher than the optimal benchmark model NLP; in the OTO scenario,

the average MarcoF of Fine-Tuning GPT is 0.439 which is 2.33% higher than the

optimal benchmark model NLP; the average MarcoP of Fine-Tuning GPT is 0.476,

which is 3.70% higher than the optimal benchmark model XGBoost; the average

MarcoR of Fine-Tuning GPT is 0.422 which is 2.18% higher than the optimal

benchmark model NLP. These results show that Fine-Tuning GPT not only has

higher classi¯cation accuracy and recall capabilities in cross-project SATD multi-

classi¯cation but also exhibits superior integrity and balance.

This study presents for the ¯rst time, a generative pre-training model framework

for SATD multi-class detection and validates the unique potential of Fine-Tuning

GPT in capturing information from complex texts. Through comprehensive exper-

imental comparisons, this paper reveals the advantages of Fine-Tuning GPT in

cross-project multi-classi¯cation tasks, providing new ideas and references for SATD

management research. In order to promote research in the ¯eld of SATD, we have

made the experimental data and code public at https://github.com/ACV-sotc/

Multiclass-Classi¯cation-for-SATD.git.
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